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ABSTRACT The rapid proliferation of resource-constrained [Internet of Things (IoT)| devices has
significantly expanded the network attack surface, increasing vulnerability to [Distributed Denial of Service]
attacks. Existing programmable data-plane defenses either detect malicious flows without attributing
the specific attack type, or achieve fine-grained attribution only through control-plane processing that
reintroduces the latency in-network defenses aim to avoid. This paper introduces SecF1low, a dual-stage
defense framework that performs real-time [DDoS] detection directly in the P4 data plane and attributes the
specific attack type at a backend server, covering nine subtypes spanning volumetric, protocol-based, and
application-layer attacks, enabling rapid, precise updates to switch-level mitigation rules. Evaluated on the
CICIoT2023 dataset, the recommended TCP- and UDP-specific decision-tree detectors achieve flow-level
accuracy of up to 99% for TCP and a perfect flow-level true-negative rate with 86% true-positive rate for UDP.
A ResNet-based backend classifier attributes the specific attack type with 95% weighted accuracy (macro-F1
0.88); per-class F1-scores reach 0.95-1.00 for volumetric attacks and 0.82—0.99 for protocol-based attacks,
but fall to 0.43 (HTTP Flood) and 0.86 (Slowloris) for application-layer attacks, reflecting feature overlap
among low-rate attack types. In a separate, harmonized comparison against four representative in-network
and hybrid[DDoS] detectors on a common Docker-based P4 testbed — using a coarser traffic grouping needed
for fair cross-system evaluation — SecFlow is the only system that sustains strong flow accuracy (>0.86)
on both benign and malicious traffic across every evaluated category, while operating at the second-lowest
memory footprint and among the lowest CPU usage of the five systems tested; every comparative system
exhibits a severe accuracy collapse on at least one category, including benign traffic in one case. Implemented
on Mininet with software P4 switches, SecFlow avoids the 3.72 ms median round-trip delay a controller-based
baseline requires for every packet, reducing detection latency by one to two orders of magnitude, while
cutting controller-bound link load by up to 67% relative to that baseline at a modest resource cost on the
classifying switch itself. Together, these results show that fine-grained, per-attack-type [DDoS| defense is
achievable at the data plane without sacrificing the responsiveness that motivates in-network detection in the
first place.

INDEX TERMS Cyber-attack, detection, P4, switch, machine learning, network, programmable data-plane,
intrusion detection, entropy

. INTRODUCTION

attacks remain one of the most persistent and rapidly
evolving threats to Internet security. Recent industry reports
show that both the frequency and the scale of these attacks
continue to grow sharply: Cloudflare reported mitigating 47.1
million[DDo§]attacks in 2025, including a record 31.4 Tbps
volumetric attack and HTTP campaigns exceeding
200 million requests per second, with network-layer attack
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volume more than tripling year-on-year (1). Nokia further
observed that 2025 marked a shift towards more automated
and precisely orchestrated[DDoS|campaigns, including attacks
coordinated across tens of thousands of compromised [[oT]
devices (2). Taken together, these trends indicate that modern
IDDoS| attacks are no longer limited to simple volumetric
flooding, but increasingly combine network-layer, transport-
layer, and application-layer techniques at growing scale and
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automation — making early, line-rate, resource-aware detection
more critical than ever.

Traditional defenses, including static IP blacklists/whitelists (3;

4)) and statistical methods such as entropy-based analysis (55 6))
or sketch/threshold-based heavy-flow tracking (7} [8; 95 [10) —
struggle to keep pace with these evolving attack strategies.[Ma]
[chine Learning (ML)} and [Artificial Intelligence (AD)}based
[[ntrusion Detection Systems (IDS)| (11) improve detection
accuracy but face scalability and resource-demand challenges
at large-network scale, and centralized IDS deployments
compound these costs with added latency and network
overhead, slowing detection and response (12).

[Software Defined Network (SDN)|(13)) offers a promising
defense architecture: by separating the control and data
planes (14), it grants operators a global, programmable view of
the network, empowering researchers to deploy lightweight,
line-rate defense logic directly on switches. attacks
broadly fall into three categories (15): volumetric attacks,
which overwhelm bandwidth with high-rate traffic; protocol-
based attacks, which exploit Layer 3/4 vulnerabilities to
exhaust target resources; and application-layer attacks, which
exploit Layer 7 vulnerabilities to mimic legitimate requests.
The boundary between these categories is not strict, as an
attack can exhibit characteristics of more than one depending
on the network layer it targets.

Existing in-network and SDN-based defenses ad-
dress only part of this problem. Sketch- and threshold-
based data-plane detectors (7)— (10) identify heavy flows
at line rate but cannot attribute attack type, forcing generic,
uniform mitigation. Control-plane and hybrid ML-based
classifiers (165 [17; [18)) attribute attack type more richly but
incur a per-packet round-trip delay to the controller — 3.72 ms
in median in our own testbed measurements (Section [V])
— eroding the latency advantage that motivates in-network
defense in the first place. Other data-plane ML approaches
either detect a narrow subset of attacks (e.g., only SYN or
only low-and-slow floods) (19; 20}, or collapse detection to a
binary attack/benign decision without distinguishing
subtypes (215 122). None combines (i) sub-millisecond, TCP-
and UDP-specific binary detection in the data plane — one
to two orders of magnitude faster than the controller round-
trip delay above — (ii) fine-grained attack-type attribution that
generalizes across the full spectrum of volumetric, protocol-
based, and application-layer[DDoS|categories — spanning nine
distinct attack types — at a backend server driven by selectively
mirrored packets rather than full-flow mirroring, and (iii) a
feedback path that makes this attribution available to the
controller for per-type mitigation, rather than only a generic
attack/benign signal. This paper introduces SecFlow, a dual-
stage in-network defense framework that closes this gap by
combining line-rate, TCP- and UDP-specific attack detection
in the P4 data plane — using a tree-based machine learning
model expressed in the P4 language (23) — with fine-grained
attack-type attribution at a backend server reachable via the
control plane. To the best of our knowledge, SecFlow is the
first in-network [DDoS| defense to unify these three properties
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within a single architecture, and its evaluation further provides
— for the first time in this line of work — a quantitative, same-
testbed comparison against four representative prior systems,
rather than the qualitative feature-scope comparisons typical
of prior surveys.

The key contributions of this study are as follows:

o Dual-stage in-network DDoS defense: Unlike prior
systems that force a choice between fast, coarse in-switch
detection and accurate but slow control-plane attribution,
we design SecFlow, a two-stage framework that performs
binary malicious-flow detection directly in the P4 data
plane and defers fine-grained attack-type attribution to
a backend ResNet classifier — achieving both line-rate
detection and rich attack-type attribution without the
controller round-trip latency of prior ML-based IDS.

« TCP- and UDP-specific, lightweight data-plane de-
tectors: We design and implement separate decision-
tree detectors for TCP and UDP traffic as native P4
match-action pipelines, recovering detection accuracy
that a single combined detector loses under live P4
timing conditions. We further provide, to our knowledge
for the first time, a quantitative characterization of the
resulting trade-off between per-protocol feature economy
and the switch’s aggregate match-action rule footprint,
offering concrete guidance for future lightweight in-
network detector design.

« Selective, bandwidth-aware mirroring for attack attri-
bution: Rather than mirroring entire malicious flows to
the controller, SecFlow forwards only a sampled subset
of packets with truncated payloads, cutting controller-
bound link load by up to 67% while preserving classifi-
cation accuracy.

o Comprehensive, same-testbed empirical evaluation:
We evaluate SecFlow on the CICIoT2023 dataset across
nine subtypes spanning volumetric, protocol-
based, and application-layer attacks on a Mininet/BMv2
P4 testbed, and — addressing a gap left by the largely qual-
itative comparisons in prior work — benchmark SecFlow
against four representative in-network and hybrid
detection systems under identical conditions to quantify
comparative accuracy and resource efficiency.

These contributions are validated experimentally through-
out the paper: the TCP- and UDP-specific detectors achieve
up to 99% flow-level accuracy for TCP (DT ) and a perfect
flow-level TNR with 86% TPR for UDP (DY), avoiding
the collapse to as low as 0.55 flow-level F1 on UDP traffic
exhibited by a single, combined, time-inclusive detector (D,,);
the backend classifier reaches 95% weighted accuracy across
nine attack types; the combined pipeline limits overhead
to <11% CPU and under 230 MB RSS on the software
switch while reducing controller-bound link load by up to
67% relative to a standard IDS; and, benchmarked against
four representative baseline systems on a common testbed,
SecFlow is the only one to sustain flow accuracy >0.86
on both benign and malicious traffic across every evaluated
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FIGURE 1. Hierarchical classification of[DDoS]attacks investigated in this study.

category.

The paper is structured into seven additional sections. After
discussing the study’s background in Section[[I} Section [IT]]
introduces the SecFlow framework for detecting and clas-
sifying attacks. Section [[V] outlines the experimen-
tal setup, dataset used, and features selection process. In
Section [V] we provide a detailed results analysis of the
attack detection and classification process within the dual-
stage framework, followed by a discussion of SecFlow
performance improvements and limitations in Section[VIl A
review of related literature is presented in Section|[VII] and the
paper concludes with insights into future research directions
in Section [VIIIl

Il. BACKGROUND

In this section, we present an overview of the three categories
of attacks targeted for attribution during traffic flow
analysis. We also introduce a distributed SDN network, which
we assume to serve as the foundation for scalability of the
defense systems like SecFlow. Additionally, we outline
the operational pipeline of P4, a programmable data plane
language.

A. TAXONOMY OF DDOS ATTACKS

attacks aim to disrupt the normal traffic of a targeted
server, service, or network by overwhelming the target or
its surrounding infrastructure with a flood of Internet traffic.
Although a single type of attack may exhibit character-
istics of multiple categories, we classify each attack according
to the most appropriate category defined by (24). They
broadly categorize attacks into volumetric, protocol,
and application-layer types. illustrates how the
attacks considered in this study are grouped within these three
categories and also highlights cross-category attacks that share
similar characteristics.

1) Volumetric Attacks: These attacks generate an im-
mense volume of traffic, overwhelming the target’s
bandwidth. The vast quantity of traffic can impede
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access to resources such as websites or services. Such
attacks are often orchestrated using botnets composed
of compromised devices. The scale of these attacks is
typically measured in bits or packets per second, with
common types including UDP Flood and TCP Flood.
Protocol-based Attacks: These attacks target vulner-
abilities within the layer 3 or layer 4 protocol stack,
specifically focusing on exhausting the processing
capabilities of the target system or critical network
infrastructure such as firewalls, resulting in significant
service disruption. The intensity of such attacks is
quantified in packets per second (pps). Common layer
4 attacks exploit weaknesses in the TCP/UDP protocol,
including:

a) SYN Flood: Attackers flood a server with forged
SYN requests, exploiting TCP’s three-way hand-
shake by never sending the final ACK. This
creates many half-open sessions, causing connec-
tion exhaustion and socket abuse of SYN flood
as the server holds resources (sockets, memory,
bandwidth) waiting for replies that never come.
The result is degraded performance or denial of
service.

b) ACK Flood: This attack overwhelms a server by
bombarding it with a large volume of spoofed
ACK packets that do not correspond to any le-
gitimate TCP sessions. As the server attempts
to match these bogus ACKs with non-existent
SYN or SYN-ACK packets, its CPU, memory,
and connection tables become overloaded. This
resource exhaustion leads to system slowdowns
and degraded performance.

¢) ACK Fragmentation Flood: A variation of the
ACK Flood, involves sending fragmented packets
up to the maximum segment size of 1,500 bytes
to exploit the maximum IP packet size of 65,535
bytes (including headers). The excessive reassem-
bly demands can lead to memory overflow errors
or crashes in servers and network equipment.

d) PSH Flood: 1In this attack, once a connection is
established, attackers send continuous streams
of TCP segments marked with the PUSH flag,
compelling the server to process each segment
immediately. This can severely slow down or crash
the server, disrupting service to legitimate users.

e) RST/FIN Flood: Attackers send spoofed RST or
FIN packets in large numbers, causing the server
to expend resources attempting to associate these
packets with non-existent TCP sessions.

f) UDP Fragmentation: When an IP datagram is
larger than the Maximum Transfer Unit (MTU)
of the route, it is divided into fragments. In UDP
fragmentation attack, the attacker therefore uses
large UDP packets which forces its fragmentation
in the network, leading to consumption of more
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network bandwidth with fewer packets. Addition-
ally, it has the potential to consume server CPU
resources and fill memory buffers associated with
the processing and reassembling of fragmented
packets.

These attacks cleverly abuse protocol behaviors to
deplete server resources, often leading to significant
downtime and disruption.

3) Application Layer Attacks: Exploiting weaknesses in

the Layer 7 protocol stack, certain attacks pose substan-
tial detection challenges. These attacks include tactics
like low-and-slow approaches, GET/POST floods, and
specific exploits targeting systems such as Apache,
Windows, or OpenBSD. These operations use requests
that seem legitimate and harmless to crash web servers,
with their intensity quantified by Requests per Second
(rps) (23).
Identifying these threats can be particularly challenging
as the attacks mimic legitimate user behaviors. Thus,
they often result in only slight increases in traffic,
without requiring the deployment of a botnet. The
prevalent attacks include:

a) HTTP Flood: This attack involves overwhelming
websites and servers by misusing HTTP com-
mands. Variants of HTTP Flood include GET
Attacks, POST Attacks, Low-and-Slow POST
Attacks and Fragmented HTTP Flood.

b) Slowloris: It targets web servers by sending in-
complete HTTP requests and keeping numerous
connections open for as long as possible using
minimal bandwidth. By continuously maintaining
these half-open connections, the attacker prevents
the server from closing them, leading to connec-
tion exhaustion and socket abuse.

While volumetric defenses typically rely on network-
level techniques such as rate limiting and packet inspection
to filter malicious traffic, application-level solutions analyze
the content and behavior of requests to detect malicious intent
beyond basic IP or header attributes. In this study, we explore
whether a P4 switch can serve as a comprehensive, line-rate

detector, capable of identifying various types of

attacks across both network and application layers.

B. SEPARATION OF CONTROL AND DATA PLANE
Traditional network devices, such as routers and switches,
integrate two key functional planes: the control plane, which
makes decisions about packet handling and routing, and the
data plane, which executes these decisions by forwarding
packets at high speed.

The emergence of the Software-Defined Networking (SDN)
paradigm (26) introduced a major architectural shift by
decoupling the control plane from individual devices and
implementing it as a logically centralized software controller.
Hosted on a backend server, this controller manages network
behavior programmatically, while data plane devices are

4

simplified into efficient packet-forwarding elements. This
design grants a global network view, enabling flexible and
dynamic management of flows and policies.

Such separation has proven highly effective in domains like
cloud data centers and IoT networks, where centralized control
facilitates rapid reconfiguration, scalability, and uniform
policy enforcement. Furthermore, the SDN control plane
supports advanced operations such as traffic engineering, load
balancing, and Quality of Service (QoS) management (27). It
also underpins security applications (28)), including dynamic
threat detection, malicious traffic attribution, and adaptive rule
updates on data plane devices—enhancing responsiveness and
resource optimization across the entire network.

Collectively, these components establish a unified and
flexible framework that abstracts hardware complexity, en-
abling portable, high-level packet processing across diverse
switching platforms. This programmability has become a
cornerstone of SDN evolution, combining high performance
with adaptability and intelligent network control.

C. PROGRAMMABLE DATA PLANE AND P4 LANGUAGE

Within the SDN paradigm, the data plane is tasked with
realizing the forwarding and processing logic determined
by the control plane. It operates at high speed, executing
functions such as header parsing, field matching, and packet
forwarding. The emergence of programmable data planes
has significantly advanced this capability, allowing operators
to redefine packet-processing behavior dynamically. This
flexibility fosters rapid innovation by enabling the in-network
deployment of customized mechanisms for security enforce-
ment, traffic engineering, load balancing, and performance
monitoring.

The Programming Protocol-Independent Packet Proces-
sors (P4) language (29) was introduced to enable protocol-
independent and target-agnostic control over packet process-
ing within the data plane. P4 allows developers to specify
how packets are parsed, processed, and forwarded, including
the definition of custom headers, parsing logic, and match-
action behaviors. It has emerged as the de facto standard
for programming Reconfigurable Match-Action Table (RMT)
architecture-based switches. The P4 compiler, known as
P4C, supports multiple target architectures, with the widely
used viIModel (30) being one of the most common. The
v1Model defines a logical pipeline composed of four primary

components (see [Figure 2)):

o Programmable Parser: Extracts relevant header fields
from incoming packets based on programmable parsing
logic defined by the operator, supporting diverse and
custom protocol structures.

« Ingress Pipeline: Constitutes the core processing unit,
organized into sequential match-action stages. Each stage
performs lookups in memory tables and executes corre-
sponding actions—such as forwarding, modification, or
dropping—using Arithmetic Logic Units (ALUs). The
packet is then directed toward the appropriate egress port.
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« Egress Pipeline: Processes packets retrieved from the
egress port queue. It mirrors the functional design
of the ingress pipeline, with compiler-level resource
management ensuring that ingress and egress operations
proceed without contention.

« Programmable Deparser: Reconstructs the processed
packet by reassembling headers and payload into a valid
frame suitable for transmission.

lll. SYSTEM ARCHITECTURE

In this section, we introduce SecFlow, the proposed in-
network defensive framework illustrated in Build-
ing upon the SDN principles of centralized control and
programmable forwarding, SecF low integrates lightweight
detection at the data plane with high-fidelity classification at
a backend security server. The controller and server form the
system’s logical control plane: the backend classifier’s attack-
type attribution provides the basis on which the controller can,
in principle, coordinate network-wide decisions and update
switch behavior in response to detected threats, though this
study evaluates the detection and attribution stages but not the
resulting switch-side enforcement.

VOLUME 4, 2016

A. ROLE AT DATA PLANE

The data plane in SecF 1low is realized on a P4-programmable
switch that performs real-time flow monitoring and prelimi-
nary [DDoS|detection (see steps 1-5 in[Figure 3)). Unlike prior
works that rely solely on controller-based analysis (16} [19),
our approach embeds an online inference module directly
within the packet-processing pipeline. This design minimizes
control-channel congestion and latency by executing first-
stage classification at line rate.

Since P4 devices provide limited arithmetic and memory
resources (315 32), complex models such as deep neural
networks cannot be efficiently deployed on-chip. Therefore,
SecFlow implements a decision-tree-based model that can
be expressed using simple conditional logic (if-else)
and mapped onto the match—action stages of the ingress
pipeline. Each stage represents a node in the decision tree,
with packet features evaluated sequentially until a leaf node
verdict (benign or malicious) is reached. For ensembles such
as Random Forests, multiple parallel pipelines correspond to
individual trees, and their outputs are aggregated via a voting
mechanism.

The data plane also includes a lightweight feature extractor,
which computes flow-level metrics (e.g., packet rate, byte
count, and inter-arrival intervals) using stateful registers. After
a flow is identified as suspicious, selective packet mirroring
is performed toward the backend for detailed classification.
To reduce processing and bandwidth overhead, the system
mirrors only every n' packet (in this implementation, the 3™
packet) from each flagged flow, as shown in This
modular split ensures that resource-intensive analysis does not
burden the switch while maintaining low-latency detection at
the network edge.

B. ROLE AT BACKEND SERVER
The backend server, hosting the SDN controller and security
engine, serves as the global coordinator and high-capacity
analytics node. The interaction between the controller and net-
work packets, along with its functional role within SecF1low,
is illustrated through steps A-E in It receives
mirrored traffic samples from edge switches and retrains or
redeploys models as network conditions evolve. To refine
the initial detections, SecF1low employs a Residual Neural
Network (ResNet) (33)) to classify individual packets into their
specific attack class (e.g., SYN flood, UDP fragmentation,
etc.). The ResNet architecture was selected over simpler alter-
natives (MLP, standard CNN) because residual connections
stabilize gradient flow across stacked Conv1D layers, enabling
hierarchical extraction of local feature correlations from the
packet feature vector, while batch normalization and dropout
provide regularization effective under the class imbalance
present in the dataset. The architecture and input configuration
of the ResNet classifier are described in detail in the following
section.

Drawing on the adaptive sampling strategy proposed
by (16), only a subset of packets (every third flagged packet)
is forwarded for deep inspection. This balances detection
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// The first detected packet of a flow is reported
if (meta.attack_packet == 1) {
meta.forward_controller = 1;
// Let n be 3
reg_nth_attack_pkts.write (meta.register_index,
3);
}

// nth packet: multiple of 3
reg_nth_attack_pkts.read(meta.nth_attack_packet,
meta.register_index);

TABLE 1. Details of the dataset used in the study.

Type Training Test PCAP | Tool

CSV Records | (Packets,

(Packets, Flows)

Flows)

Volumetric Attacks
TCP Flood (65k,65k) (2000, 1499) hping3 (35)
UDP Flood (81k,343) (4000, 22) udp-
flood (36)

Transport Layer

if (meta.attack_packet == meta.nth_attack_packet) Ack- (4k, 4.2k) (3139, 3069) hping3 (35)
{ Fragmentation
meta.forward _controller = 1; RST/FIN Flood (136k, 130k) (2000, 2000) hping3 (35)
meta.nth_attack_packet = meta. SYN Flood (48Kk, 40k) (2000, 1995) hping3 (35)
nth_attack_packet + 3; PSH Flood (105k, 105k) (2000, 2000) hping3 (35)
reg_nth_attack_pkts.write (meta.register_index, UDP Fragmenta- | (3.9k, 77) (1050, 13) udp-
meta.nth_attack_packet); tion flood (36)
} Application Layer
HTTP Flood (25k, 3.2k) (2000, 645) golang-
) _ - httpflood (37)
:T(I)?vl:::oft.e dP?o iggeczzlfgclaé:estnctlng the number of malicious packets per Slowloris (63K, 6K) (2000, 284) slowloris (3%)
Malicious Total (530k, 356k) (20k, 11.5k) —
Benign Total (98k, 21k) (3905, 327) —

accuracy with communication overhead, enabling scalable
operation across distributed domains. When the ResNet
module confirms an attack, the controller can update the
corresponding switch tables via PARuntime to quarantine the
malicious source and propagate mitigation policies across the
SDN domain; this study evaluates the detection and attribution
stages preceding this step (Section [V)), while the resulting
mitigation actions themselves are not independently measured
(Section [VI).

Through this cooperative design, SecFlow bridges the
performance gap between programmable hardware and server-
side intelligence. The data plane provides immediate, resource-
efficient detection, while the control plane ensures global visi-
bility and dynamic response—achieving both responsiveness

and scalability in defense.

IV. EXPERIMENTAL SETUP

This section describes the experimental dataset, the feature
selection process across different detectors and classifiers, and
the mapping of the detectors to P4.

A. DDOS ATTACKS DATASET
To develop and evaluate our system, we employ the CI-
ClIoT2023 dataset (34). This dataset provides PCAP files
that can be utilized for both training and replaying network
traffic within a controlled simulation testbed. The data is
systematically organized into distinct folders according to
the type and characteristics of each attack, while benign traffic
is stored separately to minimize the risk of mislabeling or
confusion during preprocessing. Furthermore, CICIoT2023
encompasses a comprehensive spectrum of attack
categories and variants, offering a diverse representation of
malicious behaviors. These properties make it particularly
suitable for evaluating and benchmarking IDSs across hetero-
geneous environments and detection methodologies.

The dataset includes traffic from 105 IoT devices com-
prising smart home appliances, IP cameras, sensors, and

6

microcontrollers. It features 33 distinct attack types, with
a predominant focus on[DDoS]activity. Since this work aims
to detect volumetric, protocol-based, and application-layer
[DDof] attacks (see using a unified in-network
module, we selected nine representative malicious flow types
spanning these three categories.

We extracted at least SMB of PCAP files for benign traffic
as well as each malicious type listed in as the
training dataset, and at least IMB of PCAP files for testing.
The training and testing PCAP segments are strictly disjoint
at the flow, time-window, and device level, eliminating the
risk of train/test leakage from the CICIoT2023 traces. The
training PCAPs are converted into CSV feature sets using a
Python preprocessing script (PCAP2CSV . py), from which
the decision-tree detectors described in Section [[Il] are trained.
The dataset contains a total of 356k malicious and 21k benign
flows. The distribution of records across the training and

testing phases is shown in

B. FEATURE SELECTION

We deploy a lightweight Decision Tree (DT) classifier for
detection, adopted as a single-tree instance of a Random
Forest (RF); the sensitivity of accuracy to tree count and
depth is examined separately in Section[V] Unlike (34), our
design excludes features prone to model failure when unseen
attack flows appear over time. For example, (34)) employs flow
identifiers comprising (source IP, destination IP, source port,
destination port, transport protocol) and packet generation
timestamps from PCAP files. Since attacks of similar nature
can occur across arbitrary (source IP, destination IP) pairs at
any time, we retain only the transport-layer protocol feature.
We also exclude features currently unsupported in P4 (version
16), such as variance or standard deviation of per-flow values.

When training a malicious flow detector in Python, the
inter-packet duration is derived from the timestamps (in
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// The comparative threshold for the maximum inter
-packet duration

// at a tree node is multiplied by 1000 for
alignment

feature = meta.max_iat;

th = th *» meta.UNITS;
the same node

// feature at a tree node
// comparative value at

FIGURE 5. Approximate alignment of time-related features in P4 script

milliseconds) of consecutive packets in a flow. In contrast,
P4 (specifically viModel) calculates this metric using the
ingress_global_timestamp metadata, which records
the time (in microseconds) at which a packet begins ingress
processing. To align the units, we introduce a conversion
factor meta.UNITS = 1000, as shown in[Figure 5| Because
this timestamp reflects a packet’s actual arrival time at the
switch rather than its original PCAP capture time, inter-
packet gaps computed on the switch can diverge from the
PCAP-derived gaps used during training whenever PCAP
replay does not perfectly reproduce the original capture’s
timing. This discrepancy is compounded by software-switch
scheduling jitter and virtualization overhead, and may affect
both the stability and the generalization capability of time-
dependent features. Consequently, we train and evaluate both
time-inclusive and non-time-based variants of each detector,
so that the practical impact of this discrepancy can be assessed
empirically rather than assumed.

After converting training PCAP traces to CSV formaf
we apply standard feature selection techniques by examining
pairwise correlations among predictors. Highly correlated
features are pruned by retaining one representative variable
(e.g., flow_bytes replaces sbytes and dbytes). As
discussed earlier, only features computable within P4 are
considered. Given this limited subset, we adopt the Backward
Elimination method (39), which iteratively removes non-
contributing features until optimal model performance is
achieved.

Since [DDoS attacks (see [Figure I)) generally utilize TCP
or UDP transport protocols, we include a categorical feature
type to distinguish between them. For malicious packet and
flow detection, we evaluate six variants of a detector model:
Dy, DI, DY and D,,,, DI, DU . The first group (D,,, DL,
Dg ) includes time-based features, whereas the latter (D,,,,
DT . DU ) omits them. Specifically, D,, and D, detect both
TCP- and UDP-based attacks; DI and DT | are trained
solely on TCP attacks; and DY and DY focus on UDP-based
flows. As summarized in the time-based detectors
(D, DL, DY) utilize seventeen, thirteen, and nine features,
respectively, while their non-time-based counterparts employ
fifteen, thirteen, and seven.

For classification of detected malicious flows, we imple-
ment ResNet-based models: C,,, which incorporates time-
based features, and C.,,, which omits them. The categorical
feature type is one-hot encoded, enabling the classifier to

'PCAP2CSV.py in the SecFlow repository
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effectively differentiate between TCP and UDP attacks. The
complete set of features for each model, including these
classifiers, is provided in

reports the compiled match-action footprint of
each variant on the P4 switch: the number of features used,
the number of sequential match-action stages a packet may
traverse, and the total number of compiled rules across all
stages. Splitting a detector by protocol increases the total
number of installed rules relative to its same-family combined
counterpart, since both protocol trees must remain resident
on the switch to serve either protocol; this holds for both the
non-time-based family (DL, + DY : 576 rules, versus D,,,:
551) and the time-based family (DL + DU: 834 rules, versus
D,,: 727). This increase in static footprint does not, however,
translate into additional per-packet processing depth: because
a packet is routed to exactly one tree according to its transport
protocol, a TCP packet traverses at most eleven match-action
stages and a UDP packet at most nine, in both cases no more
than a single combined detector’s eleven stages.

C. TESTBED INFRASTRUCTURE

The evaluation is performed inside a single Docker con-
tainer built from the SecFlow Dockerfile, hosting Mininet
and pre-compiled BMv2 (simple_switch) instances
for Switch 1, Switch 2, and Switch 3, orchestrated via
docker—-compose.

As an illustration of the concept, we employ a Mininet-
based network setup, depicted in The topology
represents a single network domain comprising a controller
and three data-plane switches. A Python script, developed
using Scapy, transmits PCAP packets from the sending host to
Switch 1. All three switches operate as P4 Behavioral Model
version 2 (BMVZﬂ devices, utilizing the v1Model architec-
ture. BMv2 acts as a reference software switch emulating
v1Model-based programmable switches, thereby providing
a virtual environment for developing, testing, and debugging
P4 programs before deployment on physical hardware.

o=Ill
munnn
o=

1
1 I
1 switch 3 1
1 |
2 1

Back-end Server

Control plane

Sending host Receiving host

O-—&= =0

Data plane

switch 1 switch 2

FIGURE 6. A simplistic topology in Mininet for proof of concept.

Switch 1 executes a P4_16 program containing match-
action rules that encode the trees of the deployed machine

Zhttp://bmv2.org/
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TABLE 2. Features derived and used to train the models. The symbol * indicates that the feature is included in training.

Feature Name Description Detector/Classifier
Dw,wo D;l;;,wo Dg,wo Cw,wo

type Binary value indicating the transport-layer proto- K - - w
col (TCP/UDP).

flow_bytes Total bytes transmitted in either direction in a flow *E *E kE w
so far.

spkts Number of packets transmitted by a source in a =% K *E w
flow so far.

dpkts Number of packets transmitted by a destination in =% K *E K
a flow so far.

iat Recent inter-packet duration in a flow, in seconds. - - - * -

min_iat Minimum inter-packet duration in a flow, in sec- -\ * - *,- *,-
onds.

max_iat Maximum inter-packet duration in a flow, in * - - - *,-
seconds.

total_duration Total duration of a flow up to the current packet, * - - * - * -
in seconds.

srate Rate of packets transmitted from source to desti- *,- - - *,-
nation per second.

drate Rate of packets transmitted from destination to *- - -5 *,-
source per second.

N_IN_Conn_Src_IP Number of outgoing connections from the source *k *E *E w
IP.

N_IN_Conn_Dst_IP Number of incoming connections to the destina- * ok * ok *E o
tion IP.

avg_packet_len Mean packet length in the current direction of a *E *E kE g
flow.

ttl Time-to-live field value in the IP header. *E Sk *E w

state_rst TCP packet with the reset flag set. * ok ¥ - * K

fin_flag FIN flag in the TCP header. *E Jk -\- w

syn_flag SYN flag in the TCP header. *x Jk -- *E

psh_flag PUSH flag in the TCP header. *E Jk -,- w

ack_flag ACK flag in the TCP header. * ¥ ¥ - o

state_con TCP packet that is not the first packet in the flow *E - - w
and does not have RESET set.

k sk k 3k

state_int First packet in a UDP flow.

TABLE 3. Match-action rule and table-stage footprint of the six detector
variants, compiled for the Docker-based P4 testbed (Section[[V-C).
Features/Stages lists the feature count and the number of sequential
match-action tables a packet may traverse for that detector; Rules is the total
number of compiled table_add entries across all stages. v” indicates the
traffic type each detector is trained on; x indicates it does not apply.

Detector Features/ Rules TCP UDP Time-based
Stages features
Dy, 17/11 727 v v Yes
DT 13/11 631 v x Yes
DY 9/9 203 x v Yes
Do 15/11 551 v v No
DI, 13/11 407 v x No
DY, 7/9 169 X v No

learning (ML) model(s). When a packet is identified as benign,
it is forwarded to the receiving host via the port connected
to Switch 2. Conversely, packets classified as malicious are
mirrored to the control plane through Switch 3. For simplicity,
Switches 2 and 3 perform only forwarding functions without
additional match-action logic. To improve scalability, every
nt" packet within a malicious flow (e.g., every 3rd packet
in is mirrored to the controller with a truncated

8

payload. This process continues until updated switch rules are
applied to mitigate the flow, following controller attribution
of its attack type, or the flow naturally terminates.

On Switch 1, the trained ML trees are translated into match-
action rules similar to SwitchTree (21). Each node is rep-
resented as a tuple <node_id, feature_id, isTrue>
(see [Figure 7), where node_id denotes the node index,
feature_id corresponds to the predictive feature, and
isTrue indicates whether the feature value is less than or
equal to a given threshold. For instance, rule 2 <16, 2, 1>
specifies that at node 16, feature 2 is < its threshold; the last
parameter of the corresponding parent node (rule 1) stores the
threshold value (i.e., 0 in <16, 2, 0>). Nodes with three pa-
rameters at the end represent intermediate decisions, executed
via the CheckFeature action to traverse subsequent nodes,
whereas two-parameter nodes (e.g., rule 3 <18, 0>) indicate
leaf classifications handled by SetClass. Here, node 18
labels a packet as benign (class 0).

Unlike SwitchTree, SecFlow avoids hard-coded source
and destination IPs to infer flow direction. Instead, it dy-
namically determines uplink and downlink flow orientation,
ensuring correct feature extraction and thereby enhancing
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A match-action table

////;ahle TreeLevel No{ ‘\\\\

key = {
meta.node_id: exact;

A part of decision tree

node_id =15
feature_id =8

isTrue = 1

meta.feature_id: exact;

meta.isTrue: exact;
node_id =16 }
feature_id =2 actions = {
threshold <=0 NoAction:
SetClass

CheckFeature;

. SetClass;
node_id =18
class = 0 }
size = 1024;
isTrue = 1
k )
node_id =19
class = 1
Some Rules

table_add MyIngress.Treelevel 9 MyIngress.CheckFeature 15 8 1 => 16 2 0
table_add MyIngress.Treeevel 10 MyIngress.CheckFeature 16 2 1 => 17 0 52
table_add MyIngress.Treelevel 11 MyIngress.SetClass 17 0 1 => 18 0
table_add MyIngress.Treelevel 11 MyIngress.SetClass 17 0 0 => 19 1

isTrue = 1

node_id =17
feature_id =0
threshold
<=52

/

isTrue = 0

CheckFeature

FIGURE 7. Part of a decision tree, with equivalent rules to be run by a
match-action table.

// Encode flow-level statistics in the IPOption
header
hdr.ipv4_option.pkts = bit<16> (meta.dpkts
+ meta.spkts);
hdr.ipv4_option.attack_packet = bit<16> (meta.
attack_packet);

number_attack_pkts[0] (737731 bytes, 2055

packets)

counter_pkts[0] = (797831 bytes, 2247
packets)

reg_number_attack_flows[0]= 652

counter_flows[0] = (232877 bytes, 685
packets)

FIGURE 8. Status of malicious packets and flows recorded at the switch.

classification accuracy. The framework supports both flow-
and packet-level detection in the data plane. The controller
retrieves flow metadata and counters, as shown in [Fig
to measure attack intensity. These counters and registers are
refreshed whenever a new flow overlaps with an expired one
after a timeout.

As mentioned earlier, every n*" packet per flow detected
as malicious is mirrored to the controller for attribution. To
minimize false positives, an IPOption header is appended to
the mirrored packets (as shown in [Figure 9), encapsulating
three key flow-level statistics: the attack_packet field,
representing the number of malicious packets identified
within the flow, and the spkts and dpkts fields, denoting
the packet counts observed by the switch in the source-to-
destination and destination-to-source directions, respectively.
The controller periodically classifies flows where the majority
of packets are flagged as malicious, thus reducing the influence
of packet-level misclassifications, and computes the ratio
of attack_packet to (spkts + dpkts), rounding it to
the nearest integer. The backend classifier is triggered upon
receiving multiple alerts from the data plane; it processes
only the most recent packet from a given flow, since, as
noted in (40), labeling an entire flow as malicious based
on a single packet yields high inaccuracy. Similar to (19),
SecFlow considers a flow malicious only when multiple
packets within it are flagged; specifically, when the computed
ratio equals 1, the flow becomes a candidate for[DDoS]attack
type classification; based on classification outcomes, the
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FIGURE 9. P4 code snippet for sending flow information of malicious packets to
the controller using an IPOption header.

switch tables can be dynamically updated to block subsequent
occurrences of similar attack flows.

Because Switch 1 executes the trained detector while
Switch 2 and Switch 3 perform only stateless forwarding,
per-process CPU and memory usage is sampled directly via
psutil, polling each simple_switch process’s resident
set size (RSS) and CPU utilization at fixed intervals. Since
all three switches share the same binary name, samples are
logged concurrently and separated by RSS magnitude: a low
group, attributed to Switch 2/Switch 3’s stateless forwarding,
and a markedly higher group, attributed to Switch 1’s stateful
detector; only the high-RSS samples are retained for the per-
switch measurements reported in Section[V]

For high-fidelity flow classification, we employ a Residual
Network (ResNet) architecture, depicted in The
model receives a single packet’s feature vector, reshaped as
(L x 1), where L = 22 for the Cw variant (all features) and
L = 20 for the Cwo variant (excluding the two time-based
features). The Conv1D layers learn local correlations across
adjacent features in this vector, rather than across a temporal
sequence of packets. The model leverages ConvlD layers
for hierarchical feature extraction, augmented by residual
(skip) connections that reintroduce earlier activations to
mitigate vanishing gradients. The architecture begins with
a convolutional layer (32 filters, 3 x 3 kernel), followed by
max pooling for dimensionality reduction. The network then
passes through N = 4 residual blocks arranged in two groups:
the first group (Blocks 1-2) uses filter depths of 32 and 64,
followed by max pooling; the second group (Blocks 3—4) uses
filter depths of 64 and 128. Each residual block comprises two
Conv1D layers, each followed by batch normalization and
ReLU activation, with a projection shortcut applied when the
filter depth changes. A global average pooling layer aggregates
the learned feature maps, succeeded by a dense layer with 64
neurons (ReLU activation). Dropout regularization (p = 0.5)
precedes the output layer, which employs a 9-neuron softmax
for multiclass attack classification. The model uses
the AdamW optimizer (learning rate = 0.001), categorical
cross-entropy loss, and accuracy as its evaluation metric. Its
configuration is summarized in Table |4} ensuring an efficient
balance between complexity and performance for packet-level
feature vectors.

To support reproducibility, the complete SecFlow codebase
is publicly available ﬂ The repository includes: the P4 pro-
grams implementing the data-plane detectors described in Sec-

3https://github.com/mahfida/SecFlow
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TABLE 4. Architectural summary of the proposed ResNet-based classification model.

Layer / Block Details Activation Output Dimensions

Input Single packet feature vector: L=22 (Cw) or L=20 | — (L,1)
(Cwo), channels C=1

Initial ConvlD 32 filters, kernel size = 3, stride = 1, padding = same RelLU (L,32)

Max Pooling 1D Pool size =2 - (1L/2],32)

Residual Block 1 [ConvlD(32, k=3) — BN — ReLU] — [Conv1D(32, | ReLU (1L/2],32)
k=3) — BN], identity shortcut

Residual Block 2 [Conv1D(64, k=3) — BN — ReLU] — [Conv1D(64, | ReLU (LL/2],64)
k=3) — BN], projection shortcut

Max Pooling 1D Pool size =2 - (LL/4],64)

Residual Block 3 [Conv1D(64, k=3) — BN — ReLU] — [Conv1D(64, | ReLU (LL/4],64)
k=3) — BN], identity shortcut

Residual Block 4 [ConviD(128, k=3) — BN — ReLU] — | ReLU (IL/4],128)
[Conv1D(128, k=3) — BN], projection shortcut

Global Average Pooling Reduces spatial dimension to a single vector - (128,)

Dense Layer 64 neurons ReLU (64,)

Dropout Dropout rate = 0.5 - (64,)

Output Dense Layer 9 neurons (number of |DDOS| attack classes) Softmax 9,)

FIGURE 10. Our classification model architecture based on ResNet.

tion [[IT} the preprocessing scripts (including PCAP2CSV.py)
used to convert PCAP traces into the CSV feature sets
described in Section I'V-B; the training scripts and trained
model weights for both the decision-tree detectors and the
ResNet-based classifiers; and the exact train/test PCAP splits
used to produce the results reported in Section [V}

V. EVALUATION
For tree-based attack detection, we first investigate how the
depth and number of trees in the Random Forest (RF) model
affect the accuracy of malicious traffic detection. Five RF
models, each with a fixed depth of 10, are tested using
tree counts ranging from 1 to 5. The results, illustrated in
[Figure 11](a, c), indicate that increasing the number of trees
had minimal impact on accuracy improvement. Consequently,
a simpler Decision Tree (DT) model, an RF with a single tree,
is selected for further evaluation.

Subsequent analysis examines the influence of tree depth
on the DT model. Depths of 5, 10, 15, 20, and 25 are
assessed using 10-fold Cross Validation (CV). As shown in

[Figure T1|(b, d), a depth of 10 minimizes false positives across
most detectors, while deeper models slightly enhance the

10

TABLE 5. Comparative packet- and flow-level F1-score, TPR, and TNR for TCP
and UDP traffic, across the different detectors. All values are rounded to two
decimal places.

TCP UDP
Detector Level F1 TPR TNR F1 TPR TNR
Packet 0.93 0.93 0.59 0.83 0.78 0.63

Duw Flow 0.99 098 0.88 0.55 0.71 0.83
D Packet 0.97 094 0.97 0.99 0.99 0.94
wo Flow 0.99 099 0.86 0.63 0.86 0.84
pT/U Packet 0.96 0.94 094 0.98 0.97 0.95
w Flow 0.99 099 0.96 0.86 0.80 0.99

T,u  Packet 0.97 0.95 0.96 0.99 0.99 0.99
Do Flow 0.99 0.99 0.97 0.92 0.86 1.00

detection of malicious packets. Therefore, a depth of 10 is
chosen as the optimal balance between detection accuracy and
model complexity.

A. DETECTION OF MALICIOUS FLOWS
Based on the results presented in the attack

detectors are trained using DTs with a depth of 10. These
detectors are designed to identify packets associated with
any of the malicious flows listed in The result-
ing models include D,,, Dg , and Dg that are trained
on 17, 13, and 9 high-impact features respectively, while
Do, DT, and DY are trained on 15, 13, and 7 features,
with the latter group excluding time-based predictors. As
discussed in Section time-derived features computed
live via ingress_global_timestamp can diverge from
the PCAP-derived timestamps used at training time once a
detector is deployed on the switch. We therefore evaluate all
six variants directly on the Docker-based P4 testbed described
in Section [V-Cl

[Table 3| reports packet- and flow-level F1-score, TPR, and
TNR for all six variants, separated by TCP and UDP traffic.

The most significant contrast is between the time-inclusive and
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FIGURE 11. Training accuracy with different number of RF trees and Tree depths with (a, b) detectors including time-based features and (c, d) detectors excluding

time-based features.

non-time-based families: D,, attains the lowest TNR of any
detector on TCP traffic at the packet level, at 0.59, versus 0.94
or higher for every non-time-based detector, and the lowest F1-
score of any detector on UDP traffic at the flow level, at 0.55,
versus 0.86 or higher for every non-time-based detector. This
is consistent with the timing-mismatch mechanism discussed
in Section [IV] since these detectors’ thresholds are learned
from PCAP-derived timestamps that no longer correspond to
switch-measured inter-packet gaps once deployed.

Among the non-time-based detectors, DgéU is the best
or joint-best performer in every reported metric cell, and
dominates every UDP metric outright at both the packet and
flow level, reaching an F1-score of 0.99 against D,,,’s 0.99 at
the packet level, where the underlying rates are close, and
0.92 against 0.63 at the flow level, a substantially wider
margin. This asymmetry is consistent with the systematic
differences between TCP and UDP traffic profiles noted in
Section [IV] since a single detector’s thresholds are shared
across both protocols and therefore represent a compromise
fit, which costs UDP traffic more than TCP traffic given UDP’s
wider variation in packet size and volume. The sole exception
is packet-level TNR on TCP traffic, where D,,, attains a
marginally higher value, at 0.97 versus 0.96, a difference too
small to affect the overall pattern.

A further pattern in warrants explicit discussion.
For UDP traffic, DITUéU attains a near-perfect packet-level TPR
of 0.99, while its flow-level TPR is markedly lower, at 0.86.
UDP flow-level rates are computed over a small number of
test flows, 22 for UDP Flood and 13 for UDP Fragmentation
as shown in[Table T] so this gap corresponds to only a small
number of missed flows out of the 35 UDP attack flows in
the test set, each requiring Section [[V-CJs strict criterion that
nearly every packet in the flow be flagged for the flow itself to
count as detected. The same small-sample sensitivity accounts
for the corresponding, smaller gaps observed for the other
detectors, and is a property of the test set and flow-level
decision rule applied uniformly across all six detectors, rather
than a weakness specific to DlTU(/)U.

Takeaways: DX and DU are recommended for deployment.

Time-derived features cause a sharp accuracy collapse only in
the combined detector D,,; splitting by protocol alone already

. . . T/U
contains most of this damage, since D;,’ ~’s worst values
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fall well short of D,,’s collapse, and excluding time-derived
. .. T/U

features removes the remaining gap, giving D, the best or

near-best result across every reported metric, with UDP traffic

benefiting most. Section [V-D]shows this recommendation also

holds on resource grounds, at no additional CPU or memory

cost relative to the combined detector.

B. ATTRIBUTION OF FLOWS MARKED AS MALICIOUS

To enhance the accuracy of identifying whether a flow is
indeed malicious, only the most recent mirrored packet of
each flow is analyzed, utilizing its TPOption fields. Once
the packet is confirmed as malicious, it is forwarded to
the ResNet-based classification stage. Owing to the high
computational efficiency of the ResNet architecture, a single
classifier is employed for both TCP and UDP attack types.
Moreover, to evaluate the impact of temporal information,
two model variants are considered: one including time-based
features (C',) and another excluding them (Cy,,). Like the
data-plane detectors, C,, and C,,, classify packets that have
already traversed the P4 switch, so switch-induced jitter
in principle affects any timing feature derived from their
arrival pattern regardless of where that feature is computed.
The evaluation reported here trains and tests C,,/C,, using
features computed by the same Python-based pipeline directly
from the PCAP files, under the assumption that the packet
arrival rate at test time matches that of training, so that no
differential jitter is introduced between the two phases. This
is a narrower and more favorable condition than the one faced
by the data-plane detectors, whose features are computed
from live ingress_global_timestamp values under
replay conditions that need not match training. Consequently,
the strong performance of C,, reported here demonstrates
that time-based features can be informative when arrival
timing is consistent between training and inference, but does
not establish that this consistency would hold if C,, were
evaluated on mirrored packets subject to the same replay-rate
variability documented for the data-plane detectors (Section[V]
Detection of Malicious Flows); validating C’, under such
conditions remains an open question.

We evaluate and compare the accuracy of each trained
classifier in detecting the three primary categories of

attacks, as illustrated in[Figure T| Results are given in[Table @'s
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TABLE 6. Combined classification results for the C,, and C,, models,
organized by DDoS category. Per-class rows report precision, recall, and
F1-score on the nine-class classification task; Category Accuracy rows report
accuracy on a separate, coarser three-class classification task grouping all
subtypes within that category.

Attack Class Cuw Cuwo
P R F1 P R F1
Volumetric
TCP Flood 1.00 091 095 | 1.00 091 0.95
UDP Flood 1.00  1.00 1.00 | 1.00 1.00 1.00
Category Accuracy 96.5% 96.8%
Protocol-based
ACK Frag 071 096 0.82 | 092 0.89 091
PSH Flood 099 1.00 0.99 | 093 1.00 0.96
RSTFIN Flood 098 1.00 0.99 | 094 1.00 0.97
SYN Flood 099 0.85 091 | 091 0.60 0.73
UDP Frag 096 1.00 098 | 099 1.00 0.99
Category Accuracy 98.6% 96.1%
Application-layer

HTTP Flood 037 050 043 | 023 0.66 0.34
Slowloris 079 094 086 | 0.77 040 0.53
Category Accuracy 83.8% 75.4%

Macro Avg 0.87 091 0.88 | 0.85 0.83 0.82
Weighted Avg 096 095 095 | 092 0.88 0.89
Overall Accuracy 0.95 0.88

P: Precision, R: Recall, F1: Fl-score.

Category Accuracy rows, reporting this separate, coarser three-
class task. All models attain an accuracy exceeding 96% for
volumetric and protocol-based attacks, with the time-inclusive
classifier (C),) reaching 98.6% on protocol-based attacks.
Application-layer accuracy is comparatively lower for both,
at 83.8% for C, and 75.4% for C,,.

Examining subcategory-level performance across all nine
types (per-class precision, recall, and Fl-score in
Table 6 confusion matrices in [Figure 12)), both C,, and

Cwo perform well overall, at 94.7% and 88.2% accuracy
respectively, though C,’s advantage does not extend to HTTP
Flood, which both models confuse with Slowloris, SYN Flood,
and ACK Frag.

C. ANALYSIS OF THE MISCLASSIFIED DDOS ATTACKS

The classification results in depict that HTTP
Flood is a problematic class for both the C,, and Cy,
models. The confusion matrices reveal that HTTP Flood
attacks are frequently misclassified as Slowloris, suggesting
that these two types of malicious traffic may have similar
feature values. To identify the specific features responsible,
we first apply permutation feature importance to highlight
the features the model relies on most for prediction. This
technique works by randomly shuffling each feature and
observing how much the model’s performance declines, with
a large drop indicating high importance. The ten most impor-
tant features are flow_bytes, N_IN_Conn_P_Dst_TIP,
N_IN_Conn_P_Src_IP, avg_pkt_len, max_iat,

iat,ack_flag,syn_flag,psh_flagandstate_rst.

The presence of the time-derived features max_iat and
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iat in this list is consistent with, not contrary to, their
exclusion from the recommended data-plane detectors, for
the reasons discussed in Section [V] (Attribution of Flows
marked as Malicious). For the key features identified, we then
compare the feature distributions of the misclassified HTTP
Flood samples against those of the Slowloris samples and the
correctly classified HTTP Flood samples to determine their
role in misclassification, if any.

[Figure T3{a) shows that max_iat feature has a very differ-
ent distribution for correctly classified HTTP Flood samples
compared to both misclassified HTTP Flood and Slowloris
samples. To assess if the distributions of the features are
significantly different, we use a non-parametric permutation
test on the means of the corresponding distributions. With a
significance level of o = 0.05 and samples from misclassified
and correctly classified HTTP Flood feature of max_iat, we
get a p — value = 0.0002, indicating strong evidence that
the two groups exhibit distinct patterns in this feature. The
case is similar for the avg_pkt_len feature (see[Figure 13|
(b)), which likewise yields p — value = 0, further supporting
the notion that the important flow-based features distinguish
the misclassified HTTP Flood samples from their correctly
classified counterparts.

In contrast, permutation test on max_iat and
avg_pkt_len for misclassified HTTP Flood samples and
the correctly classified Slowloris results in p — value = 0.96
and p—value = 0.3882, respectively, suggesting no meaning-
ful differences between these groups. This lack of significance
implies that the misclassified HTTP Flood samples share
similar max_1iat and avg_pkt_len characteristics with
the Slowloris samples, which may contribute to the model’s
confusion between these two classes.

In operational terms, this confusion carries a practical cost:
because HTTP Flood and Slowloris are both application-
layer attacks but call for different mitigation responses (rate-
limiting a high-volume HTTP flood versus terminating long-
lived half-open connections for Slowloris), a misattributed
flow risks the controller pushing the wrong mitigation rule
— either under-mitigating a genuine flood or unnecessarily
terminating legitimate long-lived connections misclassified as
Slowloris. As a targeted mitigation, a promising direction is
a secondary, binary confidence classifier trained specifically
to distinguish HTTP Flood from Slowloris once the primary
ResNet flags either class, rather than relying solely on the
nine-way classifier’s decision.

The confusion matrix in [Figure 12](a) shows that 14% of
the tested HTTP Flood samples were misclassified as ACK
Fragmentation attacks. To further investigate, we examined
the distributions of key features and found that f1ow_bytes
and ack_flag significantly contribute to this misclassifica-
tion. (c) presents distribution of flow_bytes.
The flow_bytes is almost static around 1514 bytes for
ACK Fragmentation attacks with misclassified HTTP Flood
samples closer to this value, compared to that of correctly
classified HTTP Flood which tends to be larger in size.
The analysis indicates a statistically significant difference in
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FIGURE 13. Features distributions for misclassified HTTP Flood, correctly
classified HTTP Flood, and correctly classified Slowloris (a,b). Features
distributions for misclassified HTTP Flood, correctly classified HTTP Flood, and
correctly classified ACK Fragmentation (c,d).

the distribution of f1ow_bytes between the misclassified
and correctly classified HTTP Flood samples (p-value = 0),
suggesting that this feature is not deterministic for HTTP
Flood. In contrast, the distribution of f1ow_bytes between
the misclassified HTTP Flood samples and the correctly
classified ACK Fragmentation samples shows no significant
statistical difference (p-value = 0.6069).

Similarly, we observe that ack_flag is 1 around 95-
98 % of the time for both misclassified HTTP Flood and

ACK Fragmentation attacks (see [Figure 13d)), while it is
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around 63% for that of correctly classified HTTP Flood
samples. The permutation test shows a significant difference
between the misclassified and correctly classified HTTP Flood
samples (p-value = 0.001), while no significant difference
is found between the misclassified HTTP Flood samples
and the correctly classified ACK Fragmentation samples (p-
value = 0.8832). This suggests that both f1ow_bytes and
ack_flag play important roles in the model’s confusion
between HTTP Flood and ACK Fragmentation attacks.

D. IMPACT ON NETWORK PERFORMANCE

Resource measurements below use the Docker-based testbed
described in Section [IV-C| with per-switch CPU and mem-
ory isolated from background container noise via the RSS-
threshold filtering described there. Bandwidth reduction is
reported for three traffic conditions: benign traffic, TCP Flood,
and UDP Flood. Delay, memory, and CPU cost are reported
only for TCP Flood and UDP Flood, which serve as gener-
alizing representatives of protocol-based/volumetric attack
traffic on their respective transport protocols; benign traffic
and the remaining seven attack subtypes are not separately
profiled for these three metrics. The Basic switch baseline
mirrors every received packet to the controller for inspection,
using the same replay traffic, testbed, and measurement
tooling as the SecF low variants, isolating the comparison to
the effect of in-network pre-filtering rather than differences
in traffic or environment. For D,,, and DL /DU whose
topology places the classifier on Switch 1 alongside two plain-
forwarding switches (Switch 2, Switch 3) running the same
basic.p4 program as the Basic baseline, the memory and
CPU figures below reflect Switch 1 alone: readings matching
the forwarding switches” own RSS range are excluded via the
same RSS-threshold filtering described in Section [[V-C| so
that Switch 2/Switch 3’s forwarding-only footprint is never
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averaged into the reported classifier cost.
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FIGURE 14. Delay, bandwidth reduction, memory usage, and CPU usage on
the switch, comparing a Basic switch against D.,,, and DX /DY . Panel (b)
covers benign, TCP Flood, and UDP Flood traffic; panels (a), (c), and (d) cover
TCP Flood and UDP Flood only, as generalizing representatives of the
remaining attack subtypes on each transport protocol.

As shown in [Figure 14{(a), per-packet delay is broadly

comparable across the Basic, Dy, and DI /DU = switch
variants for TCP Flood and UDP Flood traffic, with medians
in the 100-130 ps range for all three. This figure captures
only the switch’s own packet-processing delay; it excludes the
round trip to the controller, which the Basic switch requires for
every packet in order to obtain a detection decision. Measured
separately on the same testbed, this controller round trip has
a median of 3.72 ms, one to two orders of magnitude larger
than the in-switch delay in [Figure T4[a). Because SecFlow
performs detection directly on the switch, it avoids this round
trip entirely for the detection decision itself, incurring it only
for the subset of flagged packets subsequently mirrored for
attack-type classification.

The classification models take approximately 1.3 ms to
classify malicious packets into the three primary types of
attacks and 1.6 ms to classify them into one of
nine subcategories of attacks; this classification step
is common to both architectures; and, unlike detection, it
necessarily runs on the backend regardless of design.

[Figure 14[b) shows that in-network detection substantially
reduces the volume of traffic mirrored toward the controller
relative to a Basic switch baseline that forwards every packet
for inspection: bandwidth load toward the controller drops
by approximately 97-99% for benign flows (which are never
mirrored), 22-25% for TCP Flood, and 65-67% for UDP
Flood, the larger reduction for UDP Flood reflecting its higher
average packets-per-flow, since more of each flow’s traffic is
suppressed once flagged.

Regarding resource cost (Figure 14|c, d)), evaluated on TCP
Flood and UDP Flood traffic as generalizing cases, the Basic
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switch, which uses no stateful registers or counters, consumes
a median of approximately 24 MB of memory (up to 28 MB)
and a median of 0% CPU (up to 5% for TCP Flood, 4% for
UDP Flood). D,,, consumes substantially more: a median
of approximately 228 MB of memory, consistent across both
TCP Flood and UDP Flood, and a median CPU load of 6%
(up to 11% for TCP Flood, 8% for UDP Flood). The protocol-
specific DT /DU detectors use less of both: a median of
approximately 198 MB of memory, and a median CPU load
of 4% for TCP Flood (up to 9%) and 3% for UDP Flood
(up to 6%). As noted above, these figures reflect Switch 1’s
own resource consumption only, with Switch 2/Switch 3’s
forwarding-only footprint excluded.

Takeaways: By performing detection directly on the switch,
SecFlow avoids the 3.72 ms median controller round trip
that a controller-based baseline requires for every packet,
reducing detection latency by one to two orders of magnitude,
while also cutting controller-bound bandwidth for malicious
traffic by up to 67% for UDP Flood. This comes at a real
resource cost relative to the Basic baseline, an approximately
eightfold to ninefold increase in memory footprint (228 MB
and 198 MB for D,,, and DI /DU  respectively, against
Basic’s 24 MB), isolated to the classifying switch alone.
The protocol-specific detectors nonetheless incur this cost
at lower overhead than the combined detector D,,, on every
measured metric, confirming, on resource grounds, the same
deployment recommendation reached in Section [V] (Detec-
tion of Malicious Flows) on accuracy grounds. Bandwidth
reduction is demonstrated across three representative traffic
conditions (benign, TCP Flood, UDP Flood), while delay,
memory, and CPU cost are demonstrated on TCP Flood and
UDP Flood as generalizing representatives of each protocol’s
attack subtypes; resource behavior under benign traffic and
the remaining seven attack subtypes individually has not been
separately profiled.

E. COMPARISON WITH PRIOR IN-NETWORK SYSTEMS
To position SecF1ow against representative prior in-network
and hybrid detection systems, we benchmark it
against SwitchTree (21), pForest @l1), IIsy (31), and
BACKORDERS (20) on a common Docker-based P4 testbed,
using the same CICIoT2023 traffic categories described
in Section To keep the comparison fair, every system,
including SecF1low, uses a single Decision Tree with a depth
of 10 as its detection model, so differences in the results reflect
each system’s architecture and feature design rather than an
unequal choice of model complexity. Section details the
rationale for selecting these four systems specifically.

As shown in|[Figure 15| every comparative system exhibits
a severe accuracy collapse in at least one category, each in a
different one: IIsy collapses on Benign traffic (0.26), indicat-
ing a high false-positive rate on legitimate flows; pForest
collapses on TCP-A (0.17); BACKORDERS degrades sharply
on TCP-A (0.39) and UDP (0.57); and SwitchTree drops
on TCP-V/P (0.55). SecFlow is the only system that remains
at or above 0.86 in every category, trading a narrower margin
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against the single best performer in each category (e.g., IIsy
on TCP-A and UDP) for consistency across the full attack
taxonomy.
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FIGURE 16. Median memory usage and CPU-usage cumulative distribution of
SecFlow and comparative methods.

[Figure 16a) shows that IIsy has the lowest median mem-

ory footprint among the compared systems (approximately
186 MB), narrowly ahead of SecFlow at approximately
198 MB. pForest and BACKORDERS use substantially
more memory, at approximately 444 MB and 485 MB respec-
tively, and SwitchTree has the highest footprint of the five
systems, at approximately 664 MB. [Figure T6{b) shows that
SecFlow and SwitchTree exhibit the fastest-converging
CPU-usage distributions, with mean CPU usage across both
flow types under 5%, while pForest and BACKORDERS
converge more gradually, with BACKORDERS exhibiting the
highest CPU usage of the five systems, with a mean of 6.9—
9.4% and a median of up to 9% on UDP Flood.

Takeaways: Consistency, not category-by-category superi-
ority, is what distinguishes SecFlow from the compared
systems: it is the only evaluated system that avoids a severe
accuracy collapse in any traffic category. On resource usage,
SecFlow is competitive but not uniformly dominant, running
a close second to I Isy on memory footprint while matching
SwitchTree’s low CPU usage; unlike its accuracy profile,
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SecF1low’s resource footprint does not stand out as the best
of the five systems evaluated.

VI. DISCUSSION AND LIMITATIONS

The results in this paper should be read as a software-
switch proof of concept rather than a validated hardware
deployment: the accuracy, overhead, and comparative figures
in Sections [V-AHV-E] were obtained on a Docker-based
BMv2/Mininet testbed replayed at 24.79 pps, not on produc-
tion hardware. Hardware switches such as Intel® Tofino™ op-
erate at line rate with deterministic packet timing (17, which
would likely improve the reliability of time-based features
relative to our software testbed, but also impose architectural
constraints, limited register memory, fixed pipeline depth,
and restricted arithmetic, that may limit feature and model
complexity in the data plane (31)). Programmable switches
additionally introduce their own attack surface: unverified
P4 programs, compromised control channels, or adversarial
rule updates can corrupt data-plane integrity (19), making
code verification, runtime integrity monitoring, and strict data-
/control-plane access control necessary companions to any
production deployment (17).

On the question of whether a single, unified detector
would suffice in place of SecF1low’s dual-stage design, the
combined, time-inclusive detector (D,,) is the least reliable
of the six variants evaluated (Section [V): its packet-level
TNR on TCP traffic falls to 59%, and its flow-level F1-score
on UDP traffic falls to 0.55, since timing-derived features
no longer correspond to switch-measured inter-packet gaps
once deployed. The recommended protocol-specific, non-time-
based detectors (DL /DU y avoid this degradation, reaching
a perfect flow-level TNR and 86% TPR on UDP traffic,
demonstrating that a modular, protocol-specific pipeline is
more robust than a single combined classifier. This robustness
has a boundary, however: SecFlow’s data-plane detector
relies on a small set of 7—-17 thresholded features, and an
informed adversary could evade it by rate-shaping traffic
below packet-count thresholds, padding packets toward the
benign size distribution, or fragmenting a flow into many
short sub-flows — limitations inherent to any threshold-based
in-network detector, not unique to SecFlow, and each
strategy necessarily reduces attack intensity while remain-
ing potentially detectable by the backend ResNet’s richer
feature space. Hardening SecFlow against such evasion,
via adaptive thresholds, feature randomization, or anomaly-
based detection, and evaluating it under formal adversarial
frameworks (42)), remain open directions.

Several limitations otherwise inform future work. Results
are derived entirely from CICIoT2023; the feature choices
in Section [IV] (e.g., excluding IP-address-based identifiers)
partially support generalization, but retraining would be
needed for substantially different traffic, devices, or attack
tooling, and validating the pipeline against broker-centric
MQTT deployments remains a natural extension. SecFlow
enables per-type mitigation rule updates but does not itself
measure mitigation efficacy (e.g., time-to-block, false-block
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rate), which is left to future work. HTTP Flood and Slowloris
are frequently confused by the backend classifier (Section[V]);
a secondary, binary confidence classifier distinguishing only
these two classes once the primary ResNet flags either is a
promising fix. Finally, determining the optimal number of
packets per flow for reliable inference, exploring feature-
computation methods within P4’s arithmetic and memory
limits, and assessing richer in-switch models (neural networks,
K-means, ensembles) beyond the DT-based detectors used
here are left for future work.

VIl. RELATED WORK

Programmable data planes have been applied to a variety
of network tasks such as congestion identification (44)), in-
network telemetry (45)), load balancing (46), and traffic engi-
neering (47). In the domain of detection, research splits
into two main directions: (i) lightweight statistical/whitelisting
methods, and (ii) machine-learning driven approaches. Sta-
tistical methods include heavy-hitter sketches (9} [10; 48),
entropy-based anomaly detection (55 |65 49), and static in-
switch rules for traffic shaping or blocking (3; 4). These
techniques are effective against volumetric floods but often
fail against stealthy or multi-vector attacks.

The first wave of ML-driven systems highlighted the
benefits and drawbacks of pushing intelligence into the data
plane. (18) presented ORACLE in which switches export
flow-level statistics as “report packets” to a controller, that
employed Random Forest and KNN classifiers for [DDoS|

classification, though limited to coarse binary decisions.
(52), (43) proposed Mousika and Mousika-v2, respec-
tively. These methods used distilled complex models (RF,
GBDT, GRU, LSTM, MLP) into lightweight binary decision
trees deployable in P4, balancing accuracy with switch
resource constraints.

In mobile and edge contexts, (19) targeted 5G networks
where IoT-driven floods (e.g., SYN, UDP, ICMP,
DNS floods) are tunneled inside GTP-U headers. Their P4-
based approach parsed GTP traffic to extract hidden inner
IPs and exported statistics to an ONOS controller, where
ML classifiers (logistic regression, Naive Bayes) determined
whether flows were benign or malicious. Mitigation was
reactive, with new rules pushed to the P4 switch once multiple
malicious verdicts were observed. While effective in a 5G
testbed, detection was binary (attack vs. benign), and type
classification was not addressed.

(17) proposed a high-speed IDS using Intel Tofino switches
to export up to 31 flow features at 100 Gbps. The features
were processed by a Random Forest classifier in the control
plane. This reduced CPU load on Suricata but introduced
dependency on export frequency and control channel capacity,
which can become bottlenecks. In contrast, (16) introduced
P4DDLe, which extracts packet-level features (including
categorical values such as TCP flags and ICMP types) in
the data plane and forwards them to a CNN-based IDS
(called Lucid by (53)) in the controller. Evaluated on CIC-

DDoSR019 (54), it successfully detected 13 distinct

traffic identification. However, classification delays at the
controller prevented timely in-switch mitigation. Building on
this, (41) proposed pForest that embedded Random Forest
models directly into the switch pipeline, using a multi-phase
design where each flow was progressively classified after a
certain number of packets. While this reduced false positives,
it assumed multi-packet flows, limiting its ability to detect
single-packet or bursty attacks.

Lee et al. introduced SwitchTree, demonstrating the
feasibility of embedding decision-tree ensembles directly
inside a P4 switch (21)). However, their implementation relied
on hard-coded IP addresses to distinguish incoming from
outgoing packets, making it tightly coupled to the UNSW-
NB15 dataset (50). As aresult, SwitchTree exhibits limited
applicability and its detection capability is largely confined
to volumetric attacks. (20) refined this idea, with
Backorders by training an RF model on CICIDS2017 (51)
and compiling its rules into P4 match-action tables. It focused
on low-rate and slow attacks but did not distinguish
attack types. (22) combined fast anomaly detection at the
switch with detailed ML analysis at the controller. Named as
Bungee-ML, the process reduced false negatives but only
deciding whether an attack occurred rather than identifying
its nature.

Recent work has explored richer models and resource-
conscious deployment. (32) presented N3IC which em-
bedded binarized neural networks (BNNs) into SmartNICs,
showing throughput and latency advantages over CPU-based

16

attack types, including reflection-based and exploitation-based
floods, achieving lower false negatives than flow-only systems
but at the cost of higher control-plane traffic.

Finally, (31) presented IIsy, a hybrid in-network classi-
fication framework for mapping a wide range of ML models
(Decision Tree, Random Forest, XGBoost, SVM, Naive Bayes,
K-means) onto off-the-shelf programmable switches. IIsy
runs a lightweight version of the model on the switch at line
rate (6.4 Tbps) and defers uncertain cases to a backend for
re-classification. This hybrid strategy reduces backend load by
up to 70% while keeping latency sub-microsecond for most
flows. It demonstrates near-optimal classification performance
across diverse applications, including detection.

While the above works provide efficient detection, most
either: (i) detect only a subset of attacks (e.g., SYN or
slow (19; 20); (ii) rely on control-plane classifiers
with inherent delays (16} [17; [18); or (iii) classify traffic
only as “attack” versus “benign” without identifying attack
types (21; 22). By contrast, our proposed SecFlow intro-
duces a dual-stage design: a lightweight, protocol-specific
decision-tree detector at the data plane, coupled with a ResNet-
based classifier at the backend server that attributes flagged
flows to one of nine [DDoS]attack types with 95% weighted
accuracy (macro-F1 0.88; Section[V)). This enables per-type
mitigation strategies at a modest resource cost, while reducing
link load toward the controller by up to 67% for malicious
flows.

Table /| surveys a broad range of prior systems, differing
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TABLE 7. Comparison of representative [DDoS] detection approaches and SecFlow. Abbreviations: F = Flow features, P = Packet features, PF = Packet + Flow; D =
Data plane, C = Control/Host; B = Binary (attack vs. benign), M = Multiclass (attack types).

Reference Defense Against Feature Inf. Loc. Lbl. Model Dataset

Scope
ORACLE (18) Specific[DDoS F C B RF, KNN CIC-IDS
pForest (@1) DoS F D B RF (multi-phase) CICIDS2017, UNIBS
SwitchTree (21) Abnormal/Volumetric PF D B RF UNSW-NB15
Backorders (20) Slow/Low—rate PF D B RF — P4 rules CICIDS2017
Bungee-ML (22) Generic PF D+C B ML in controller Mixed
N3IC (32) DoS, Port-scan F D B BNN UNSW-NBI15
Mousika-v2 (43) Flow/App/Malware PF D B/M  BDT (distilled) Various
Andrade et al. (19) UDP/SYN/ICMP/DNS floods F C B LR, NB CIC-2019
7 Multi-class Intrusions F C M RF CIC-IDS
P4DDLe (16) 13 W floods P D+C B CNN CIC-DDoS2019
sy (31) Generic m + others PF D+C B/M DT, RF, XGB, SVM, NB, K- Multiple

means

SecFlow 9|DDoS|Types PF + sampled D+C M DT (in-switch) + ResNet CICIoT2023

packets (server)

substantially in feature scope, inference location, label granu-
larity, and dataset — differences that rule out a fully controlled
comparison across the entire table. For the quantitative
benchmarking in Section we therefore restrict the com-
parison to SwitchTree (21), pForest (41), IIsy (31),
and BACKORDERS (20), which share three properties with
SecFlow: (i) all perform inline, in-switch detection rather
than relying on control-plane or off-path analysis; (ii) all
target or closely related flooding traffic specifically,
not generic intrusion detection; and (iii) all are, at their core,
tree-based classifiers (Random Forest or Decision Tree), so
observed differences in accuracy and resource usage are more
attributable to architectural and feature-engineering choices
than to a different modeling paradigm. N3 IC (binarized neural
networks), Mousika-v2 (distilled models), and P4DDLe
(CNN-based, control-plane inference) were excluded on this
basis, though they remain relevant qualitative points of

reference in [Table 71

Beyond these shared properties, each baseline isolates a
different design dimension from SecFlow. SwitchTree
is the closest architectural predecessor, compiling a Random
Forest directly into P4 rules via the same node-tuple encoding
SecFlow uses (Section ; its original reliance on hard-
coded source/destination IP roles, noted above, was replaced
in this re-implementation with the same flow-generalizable
uplink/downlink determination SecFlow uses, so the com-
parison isolates differences in feature selection and protocol-
specific detector design rather than this dataset-coupling limi-
tation. pForest’s multi-phase design, which classifies a flow
only after accumulating several packets, isolates the effect of
SecF low’s single-packet detection, a difference expected to
matter most for short or bursty flows. BACKORDERS targets
low-rate and slow attacks, the same application-layer
regime (HTTP Flood, Slowloris) where SecFlow’s own
weakest results occur (Section , making it a natural stress
test for that category. IIsy is the only baseline that, like
SecFlow, defers uncertain cases to a backend rather than
deciding everything at the switch, isolating the effect of
SecFlow’s dual-stage split. Section details the shared

VOLUME 4, 2016

testbed, traffic, and model-complexity controls used in this
comparison, and reports the results.

VIIl. CONCLUSION

This paper introduces SecFlow, a dual-stage in-network
framework that detects and attributes nine subtypes
spanning volumetric, protocol-based, and application-layer at-
tacks at line rate. Two lightweight, protocol-specific decision-
tree detectors (DX for TCP, DY _ for UDP) achieve up to 99%
flow-level accuracy on TCP flows and a perfect flow-level
true-negative rate with 86% true-positive rate on UDP flows.
Flagged flows are attributed by a backend ResNet classifier
at 95% weighted accuracy (macro-F1 0.88), with per-class
F1 scores mostly exceed 0.91 for volumetric and protocol-
based attacks (with ACK Fragmentation the exception at
0.82), but fall to 0.43 (HTTP Flood) and 0.86 (Slowloris) for
the two application-layer classes, reflecting feature overlap
between them. By performing detection directly on the switch,
SecFlow avoids the 3.72 ms median controller round trip
a standard IDS requires for every packet, reducing detection
latency by one to two orders of magnitude, while cutting
controller-bound link load by up to 67% for malicious flows
at a modest CPU (5-7%, up to 11%) and memory (under
230 MB) cost on the data plane.

Benchmarked against four representative in-network and
hybrid [DDoS]detection systems (SwitchTree, pForest,
IIsy, BACKORDERS) on a common testbed, SecFlow is
the only system that avoids a severe accuracy collapse in
any of four traffic categories, remaining at or above 0.86
throughout, though it is not uniformly dominant on resource
usage, running a close second to I Isy on memory footprint;
consistency across the full attack taxonomy, rather than
superiority on every individual metric, is what distinguishes
it from the compared baselines. Future work will validate
SecFlow on hardware-programmable switches under live
network conditions, evaluate its robustness against the adver-
sarial evasion strategies discussed in Section [VI] and assess
its generalization beyond the CICIoT2023 dataset to broker-
centric IoT deployments and other traffic profiles.
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